
  

Abstract— This paper addresses software dependency by presenting a 
multi-kernel-based software model and introducing the concept of 
directional coupling (d-coupling). A six-level d-coupling model to 
represent the dependencies of a kernel module on other modules in a 
multi-kernel-based software system is defined. This model can be used to 
represent the dependencies induced by all types of software coupling. The 
dependency model is applied to evaluate Darwin, a dual-kernel-based 
operating system. The study shows that (1) few strong dependencies exist 
between Darwin kernel modules and other modules; (2) from version 
XNU-517 to XNU-792, Darwin has been restructured to reduce the 
number of high level dependent modules induced by high level global 
variables to mitigate the effect of the increase of the dependency due to the 
growth of the kernel size and the product size. 
 

Index Terms— Dependency, Coupling, Common Coupling, 
Multi-Kernel-Based Software, Darwin 

1. INTRODUCTION 
omponent-based software engineering is the production 

of software products through the systematic integration of 
existing software components. Quite frequently, existing 
components are not like ready-to-use building blocks, espe-
cially in the case of large-scale design-level reuse. Instead, 
these components need to be modified to meet the specific 
requirements of the new product. Furthermore, reused software 
components also need to be updated to meet new requirements 
or changes in the environment. Therefore, reusability and 
maintainability are two important properties of a software 
component [1. [2]. 

A considerable amount of work has been done to try to 
characterize reusable [3–7] and maintainable [8–10] software 
components. Both reusability and maintainability are related to 
coupling. If a software component is relatively independent, 
that is, if there are only a few dependencies of this component 
on other components, it would be easy to understand, maintain, 
and reuse this component. Coupling reflects the modifiability, 
maintainability, and reusability of a software product [11]. 
Certain types of coupling, especially common coupling, are 
considered to present risks for software development, reuse, 
and maintenance [12–15]. Hence, a maintainable and reusable 
component should be as independent as possible. 
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Many software products, including most operating systems, 
are kernel-based.  That is, as is further explained in Section 3,  
each implementation consists of the required kernel 
components, together with specific optional nonkernel 
components. The word “kernel” is overloaded.  It can refer to a 
nucleus that can execute certain instructions [16, 17], or to a set 
of modules that are included in every installation.  In this paper, 
“kernel” is used in the latter sense. In previous work [13–15], a 
categorization of common coupling was presented to measure 
the maintenance effort [13] and reuse effort [14] of a 
single-kernel-based software system. However, in software 
product lines and certain operating systems, closely related 
reused components are not always assigned to a single kernel 
but may be distributed among several kernels. This kind of 
system is called multi-kernel-based software. This paper 
presents a model to evaluate the dependencies induced by all 
types of coupling in systems with zero or more kernels. This 
model is then used to evaluate the dependencies of Darwin’s 
two kernel-based components. 

The remainder of the paper is organized as follows. Section 2 
discusses software coupling. Section 3 describes 
multi-kernel-based software. Section 4 presents the coupling 
model for multi-kernel-based software. Section 5 analyzes 
various kinds of coupling, with special attention given to 
common coupling. Section 6 presents the application study of 
Darwin.  

2. SOFTWARE COUPLING 
Coupling is a measure of the degree of interaction between 

two software components (classes, modules, packages, or the 
like). Many different types of coupling have been identified, 
including data coupling, stamp coupling, control coupling, and 
common coupling [11, 18, 19]. Table 1 lists the definitions of 
several major types of coupling. The degree of dependency is 
considered in increasing order from top (data coupling) to 
bottom (common coupling). A good software system should 
have low coupling between components. Common coupling is 
considered to be a strong form of coupling, that is, it induces 
strong dependencies between software components, making 
software components difficult to understand, maintain, and 
reuse [12]. 
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Table 1. Definitions of various kinds of coupling [19]. 
Name Definition 
Data 
Coupling 

Two components are data coupled if they pass 
data through a parameter that is a scalar or a 
record (structure) all of whose components are 
used. 

Stamp 
Coupling 

Two components are stamp coupled if they pass 
data through a parameter that is a record 
(structure), but not all of whose components are 
used. 

Control 
Coupling 

Two components are control coupled if one 
passes a variable to the other that is used to 
control the internal logic of the other. 

Common 
Coupling 

Two components are common coupled if they 
refer to the same global variable. 

 
Coupling between components strengthens the dependency 

of one component on others and increases the probability that 
changes in one component may affect other components, which 
makes maintenance difficult and more likely to introduce 
regression faults. It has been shown that coupling is related to 
fault-proneness of a software system [20–22]. Hence, strong 
coupling can have a detrimental effect on maintainability. 

Strong coupling induces strong dependencies between 
software components, which also hamper software reuse. For 
example, if a software component has many dependencies on 
other components, it may be impossible to reuse this 
component in a new product without either (1) incorporating it 
together with the dependent components, or (2) redesigning 
and reimplementing this component to remove these 
dependencies. Option 1 may result in redundant reuse, whereas 
option 2 may result in changes to the functionality of the 
component. Hence, both these two approaches defeat the 
purpose of component reuse. 

3. MULTI-KERNEL-BASED SOFTWARE 
Software systems are growing in size. A typical software 

system may contain thousands of modules, where a module is a 
lexically contiguous sequence of program statements, bounded 
by boundary elements, having an aggregate identifier. To make 
the system easy to manage, modules are usually organized into 
components. In a large product, the components in turn may be 
organized into larger units.  For simplicity, in this paper, the 
term component is used to denote a collection of modules, even 
if some of those modules have already been organized into 
constituent components. 
 For example, in operating systems and certain database 
management systems, the modules that are common to all 
installations are organized in one component, which is called 
the kernel component, whereas the architecture-specific or 
hardware-specific modules are organized into nonkernel 
components. 
 A software product that is composed of just one kernel 
component together with optional nonkernel components is 
referred as single-kernel-based software. In a 

single-kernel-based software product, a module could be either 
part of the kernel component (K) or the nonkernel components 
(NK). This is shown in Figure 1. Examples of 
single-kernel-based software are Linux, BSD, the Valentina 
database [23], and so on. 
 It is up to the software architect to decide whether a specific 
component is assigned to the kernel component or a nonkernel 
component. In general, the criterion utilized is that kernel 
components are the most frequently reused components.  
Ideally, kernel components should be relatively independent. 
  When a software product consists of more than one 
kernel-based component, it is referred as multi-kernel-based 
software. Figure 2 shows a dual-kernel-based software product, 
which is composed of two kernel-based components, C1 and C2, 
together with other components. In the remainder of this paper, 
the term outer components is used to refer to the software 
components external to the kernel-based components. In 
components C1 and C2, the constituent kernel components are 
represented as K1 and K2 and the nonkernel components as NK1 
and NK2, respectively. 
 

 
Figure 1:  Depiction of single-kernel-based software. 
 

 
Figure 2:  Depiction of dual-kernel-based software. 

 
Figure 3 shows a multi-kernel-based software product that 

consists of n kernel-based components C1, C2, …, Cn, together 
with outer components. Darwin [24] is usually considered to be 
an example of dual-kernel-based software, because it consists 
of two kernel-based components (osfmk and bsd) and outer 
components. However, Darwin can also be viewed as 
triple-kernel-based software because it also contains a smaller 
kernel-based component, iokit, which deals with the 
input/output functions of the system. Because iokit is not as 
important as osfmk and bsd, in this paper Darwin is considered 
as a dual-kernel-based system. TrustedBSD SED Darwin [25] 
is another example of a multi-kernel-based operating system. 
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Figure 3:  Depiction of multi-kernel-based software. 

 
In general, multi-kernel-based software is associated with 

software reuse. Two kinds of software reuse may result in 
multi-kernel-based software. One is a software product line 
[26–28]. If a product is built from a product line with multiple 
input kernels (core assets), the resulting product will keep its 
multiple-kernel property and be multi-kernel-based software 
[29]. A second reuse mechanism is component-based software 
engineering. If the production of new software is through the 
integration of several kernel-based components, the new 
software may be multi-kernel-based. One example of this kind 
of multi-kernel-based software is Darwin, as described in 
Section 6. A component-based operating system [30–34] is 
built by integrating well-designed components, in which kernel 
modules are distributed among several components. Hence the 
resulting system will be multi-kernel-based. 

4. DEPENDENCIES IN KERNEL-BASED SOFTWARE 
As described before, coupling is a measure of the degree of 

interaction between two components. However, the concept of 
“coupling” does not explicitly express the directionality of the 
dependency between two components. For example, the 
statement “Module A is data coupled to module B” does not 
explicitly specify whether module A depends on module B or 
module B depends on module A. For conventional (no kernel) 
software in which all the modules are equally important, this 
does not make much difference. However, for kernel-based 
software, kernel module A and a nonkernel module B have 
different relative importance; the relationships “module A 
depends on module B” and “module B depends on module A” 
have different effects on software maintenance and reuse. 
Therefore, previous work explicitly specified the direction of 
the dependency relationship between two modules with 
directional coupling [35]. Directional coupling (d-coupling for 
short) was defined as follows: Module A is d-coupled to 
module B if modules A and B are coupled and certain changes 
made to module B have an immediate effect on module A 
because of the coupling. Module B is called the 
dependency-inducing module and module A is called the 
dependent module. The word “immediate” means that the 
dependency is not via some third module. 

A graphical notation is used to represent d-coupling: A 
single-directional dashed arrow from module B to module A 
denotes that module A is d-coupled to module B. This is shown 

in Figure 4. The relation “module A is d-coupled to module B” 
is denoted by an arrow from module B to module A. This is 
because A is dependent on B; a change to module B can affect 
module A. 

Suppose that modules A and B are coupled, and that modules 
A and B are both objects containing several methods. Suppose 
further that, inside module A, a message is sent to a method 
inside module B and a value is returned. Hence, the behavior of 
module A will depend on module B. That is, module A is 
d-coupled to module B. 

A bidirectional dashed arrow between module A and module 
B denotes that module A is dependent on module B and module 
B is dependent on module A. This is shown in Figure 5. Such 
two-way d-coupling exists if, for example, inside module A, a 
message is sent to a method inside module B and a value is 
returned; and inside module B, a message is sent to a method 
inside module A and a value is returned. 

 

 
Figure 4:  Depiction of module A d-coupled to module B. 

 

 
Figure 5:  Depiction of module A d-coupled to module B and 

module B d-coupled to module A. 
 

The kernel is the most important part of a kernel-based 
software product. It is the most frequently reused component. 
Reuse of kernel-based software usually consists of reusing the 
entire kernel together with certain other nonkernel components. 
The maintainability and reusability of the kernel determines the 
maintainability and reusability of the kernel-based software 
product as a whole. Therefore, the dependencies of kernel 
modules on other modules (either kernel or nonkernel) is more 
important than the dependency of a nonkernel module on other 
modules (either kernel or nonkernel are For example, in Figure 
3, the dependencies of modules in NK1 on modules in NKi (2 ≤ i 
≤ n) are not of particular interest in this work, because the 
dependency is of nonkernel modules on other modules.  

Consider Figure 3. Suppose that there is a kernel module A in 
kernel K1 of component C1, and that module A is d-coupled to 
another module B (that is, module A depends on module B).  
The d-coupling of module A to module B is classified into one 
of six levels, depending on the location of module B within the 
system, as follows: 
• Level 1: Module B is a kernel module in the same kernel 

(K1) as A. 
• Level 2: Module B is a nonkernel module in the same 

component (C1) as A. 
• Level 3: Module B is in an outer component. 
• Level 4: Module B is a nonkernel module in a different 

kernel-based component. 
• Level 5: Module B is a kernel module in a different 
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kernel. 
• On the hand, if Module A is coupled to module B but 

does not depend on module B, then this is an instance of 
Level 0: Module A is not d-coupled to Module B. 

Figure 6 through Figure 11 depict examples of the six levels 
of d-coupling. If module A is coupled but not d-coupled to 
module B, then a level-0 d-coupling of module A to module B 
occurs. This is shown in Figure 6. An example of coupling that 
can induce this kind of d-coupling of module A on module B is 
when module B sends a message to a method in module A and a 
value is returned to module B. It should be noted that, in the 
case of level-0 d-coupling, it does not matter where module B is 
located; it could be in component C1 (kernel or nonkernel), 
component Ci (2 ≤ i ≤ n) (kernel or nonkernel), or an outer 
component. 

 

 
Figure 6:  Level-0 d-coupling of module A on module B. 

 
Figure 7 illustrates a level-1 d-coupling example: kernel 

module A in component C1 is dependent on module B in kernel 
K1 of the same component (C1). Figure 8 depicts a level-2 
d-coupling example: kernel module A in component C1 is 
dependent on nonkernel module B in the same component (C1).  
 

 
Figure 7:  Level-1 d-coupling of module A to module B. 

 

 
Figure 8: Level-2 d-coupling of module A to module B. 

 
Figure 9 depicts a level-3 d-coupling example: Kernel 

module A in component C1 is dependent on module B in an 
outer component. Figure 10 shows a level-4 d-coupling 
example: Kernel module A in component C1 is dependent on 
nonkernel module B in another kernel-based component Ci (2 ≤ 
i ≤ n). Figure 11 illustrates a level-5 d-coupling example: 
Kernel module A in component C1 is dependent on kernel 
module B in another kernel-based component Ci (2 ≤ i ≤ n). 

 

 
Figure 9:  Level-3 d-coupling of module A to module B. 

 

 
Figure 10:  Level-4 d-coupling of module A to module B. 
 

 
Figure 11:  Level-5 d-coupling of module A to module B. 

 
Dependencies are related to software understandability, 
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maintainability, and reusability. If a module is relatively 
independent and is not d-coupled to other modules, it will be 
relatively easy to understand, maintain, and reuse that module.  

For level-0 d-coupling, kernel module A does not depend on 
module B. The coupling between module A and module B does 
not affect the independence of module A, which therefore 
makes kernel module A easy to understand, maintain, and 
reuse. 

For level 1, dependencies exist between kernel modules 
within the same component. This is the least unfavorable type 
of d-coupling. First, this d-coupling is easy to understand and 
maintain, because the d-coupling is localized to the same kernel 
component. Second, this d-coupling may affect the reuse of a 
single kernel module, but it does not affect the reuse of the 
kernel as a whole.  

For level 2, a kernel module depends on a nonkernel module 
in the same component. This d-coupling has two effects: First, 
any maintenance (changes) made to this nonkernel module can 
affect the dependent kernel module.  Second, in order to reuse 
the kernel module, it needs to be modified to remove the 
d-coupling or to be reused together with the 
dependency-inducing nonkernel module. Level-2 d-coupling is 
stronger (less desirable) than level-1 d-coupling. However, an 
instance of level-2 d-coupling is still located within the same 
component, so it does not affect the reuse of the component as a 
whole. 

Level-3 d-coupling is from a kernel module in a kernel-based 
component to a module in an outer component. This d-coupling 
makes the maintenance and reuse of the kernel module more 
difficult; changes to the module in the outer component may 
affect the kernel module, and reuse of the kernel component 
may require reuse of the module in the outer component as 
well. 

Level-4 d-coupling is from a kernel module in a kernel-based 
component to a nonkernel module in another kernel-based 
component. The d-coupling exists between two different 
kernel-based components and defies the independence property 
of kernel-based components; in multi-kernel-based software, 
each kernel-based component needs to be relatively 
independent.  

Level 5 represents the most unfavorable d-coupling, 
d-coupling from one kernel module to another kernel module in 
a different component. Consider the reuse of kernel module A 
in component C1, which is dependent on kernel module B in 
another in component C2. Either module A would need to be 
modified to remove its d-coupling to module B, which may 
affect the functionality of module A; or module B would need 
to be reused together with module A. However, because 
module B is also a kernel module, strong dependencies are 
expected to exist between module B and the other modules in 
component C2 (either kernel or nonkernel).  These other 
modules would have to be reused together with module B, 
resulting in a large amount of unnecessary reuse. Level-5 
d-coupling represents the dependency between two separate 

kernels. Because the kernels generally contain the most 
important and commonly used modules, such a kernel 
dependency is the strongest (and therefore the most undesirable) 
dependency between two components.  Any change to one 
kernel may affect other kernels across components; any reuse 
of one kernel may require additional reuse of other kernels 
across components. 

Each individual instance of d-coupling constitutes the 
dependence of one module on another module, and can 
therefore involve at most two components. The model as a 
whole is for multi-kernel-based software, that is, it applies to 
software that is dual-kernel-based, triple-kernel-based, or 
higher. However, the model can also be applied to 
single-kernel-based software or even to conventional (no 
kernel) software. For single-kernel-based software as shown in 
Figure 1, only the three lowest levels are needed to represent 
the dependency of the single kernel: level 0, level 1, and level 2. 
For conventional (no kernel) software, all modules and 
components are equally important. Only the two lowest 
d-coupling levels are needed to represent the module 
dependency: level 0 and level 1. 

In summary, the six-level d-coupling model of kernel 
components represents a hierarchical ordering of dependency 
relationships. To achieve a high degree of independence of 
kernel components, lower-level dependencies are preferable to 
higher-level dependencies. This six-level d-coupling model can 
be used to represent the dependency of kernel modules on other 
modules induced by any type of coupling, including data 
coupling, stamp coupling, control coupling, and common 
coupling. 

5. DETERMINATION OF DEPENDENCIES IN 
KERNEL-BASED SOFTWARE 

Directional coupling (d-coupling) is a special case of 
classical (nondirectional) coupling. The constructs of most 
modern programming languages (such as C, C++, and Java) 
can induce the classical types of coupling: data coupling, stamp 
coupling, control coupling, and common coupling [11]. The 
coupling type can be determined according to the definitions in 
Table 1. Data coupling, stamp coupling, and control coupling 
are induced via values returned by function calls or messages 
sent to methods. It is easy to determine the direction of the 
dependency: If module A calls module B and a value is returned, 
then module A depends on module B. Depending on where 
module B is located, the d-coupling level can be determined.  
 On the other hand, d-coupling induced by common coupling 
is much more difficult to evaluate, as can be seen from the 
following definition-use analysis. In this paper, special 
attention is paid to the d-coupling induced by common 
coupling, for two reasons: 

(1) The d-coupling induced by data coupling, stamp coupling, 
or control coupling can involve only two modules. For example, 
if module A depends on other modules only as a consequence 
of a function call, one cannot add more dependencies of module 
A on other modules without making changes to module A. 
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However, dependencies of module A on other modules induced 
by common coupling can increase without modifying module A. 
This is shown below using definition-use analysis. 

(2) The d-coupling induced by common coupling is much 
more complicated than the other kinds. The fact that there is 
common coupling between two modules does not necessary 
mean there is d-coupling between them. This, too, will be 
shown using definition-use analysis.  

5.1 Definition-Use Analysis 
Each occurrence of a variable in source code is either a 

definition of the variable or use of the variable. A definition of a 
variable x is a statement that assigns a value to x. The most 
common form of definition is an assignment statement, such as 
x = 2. The use of a variable x is a statement that utilizes the 
value of x, such as y = x + 7.  From the creation of a variable to 
the destruction of that variable, each time the variable is 
invoked, it is either assigned a new value (a definition) or its 
present value is used (a use). 

Common coupling induces dependencies between 
components. For example, if component C1 and component C2 
both access a global variable gv, it is generally concluded that 
there is an instance of d-coupling from C1 to C2 or from C2 to 
C1. However, by applying definition–use analysis and studying 
this coupling in greater depth, in some instances, neither 
d-coupling exists.  

In more detail, because definitions can affect uses but uses 
cannot affect definitions, dependencies between components 
induced by global variables are induced by the definition–use 
relationship. For example, if components C1, C2, and C3 all 
access global variable gv and there are definitions in only C1 
and C2 and uses in only C3, dependencies exist between 
components C1 and C3 and between components C2 and C3, 
but there is no d-coupling from component C1 to component C2 
or from component C2 to component C1. More precisely, the 
d-coupling from component C3 to component C1 is caused by 
component C3 (which uses a global variable) depending on 
component C1 (which defines a global variable). Component 
C1 affects the maintainability and reusability of component C3, 
because a use of a global variable depends on the value 
assigned to that global variable by a previous definition. 
Furthermore, if a new component C4 that defines gv is now 
added to the system, C3 will be d-coupled to C4. That is, 
dependencies of C3 can increase without any modification of 
C3 [12]. 

Definition-use analysis has been used to study common 
coupling in single-kernel-based software [13] [14]. In this 
paper, it is used to study multi-kernel-based software. Based on 
the six levels of d-coupling presented in Section 4, a level-L 
global variable is defined as a global variable that induces 
level-L directed common coupling, L = 0, 1, …, 5. 

5.2 Level-0 Global Variables 
 A level-0 global variable is defined in one or more kernel 

modules but has no uses in kernel modules. A level-0 global 

variable could be defined in other modules, either a nonkernel 
module in the same component or a module in another 
component, but this does not affect the independence of the 
kernel modules that define that global variable. Because there is 
no use of a level-0 global variable in a kernel component, 
definitions in other components (either kernel or nonkernel) 
cannot affect kernel components. Accordingly, the presence of 
a level-0 global variable will not cause difficulties in 
understanding, maintaining, or reusing a kernel component. 

5.3 Level-1 Global Variables 
A level-1 global variable is defined and used within the same 

kernel component but not defined in any other component, 
thereby inducing level-1 d-coupling. The kernel modules that 
use the level-1 global variable depend on the kernel modules 
that define the global variable. However, as previously 
mentioned, an instance of level-1 d-coupling does not affect the 
independence of the kernel as a whole. 

5.4. Level-2 Global Variables 
In order to induce an instance of level-2 d-coupling, a level-2 

global variable is used in kernel modules and is defined in one 
or more nonkernel modules of the same component. A kernel 
module that uses a level-2 global variable depends on the 
nonkernel modules that define the global variable. 

5.5. Level-3 Global Variables 
To induce an instance of level-3 d-coupling, a level-3 global 

variable is used in kernel modules of one component and is 
defined in one or more modules of an outer component. This 
dependency on an outer component hampers the maintenance 
and reuse of the kernel component in which the level-3 global 
variable is used. 

5.6. Level-4 Global Variables 
In order to induce an instance of level-4 d-coupling, a level-4 

global variable is used in kernel modules of one component and 
is defined in one or more nonkernel modules of another 
kernel-based component. 

5.7. Level-5 Global Variables 
To induce an instance of level-5 d-coupling, a level-5 global 

variable is used in kernel modules of one component and is 
defined in one or more kernel modules of another component.  

5.8. Multiple Levels 
The relation between the six-level d-coupling model and the 

six-level global variable categorization is not one-to-one, 
because a single global variable may induce more than one 
level of d-coupling. For example, one global variable may 
induce both level-4 and level-5 dependencies. In such a case, 
the higher level of d-coupling is assigned to the global variable, 
because the higher level is a more accurate predictor of reuse 
and maintenance problems. 
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6. DEPENDENCIES IN THE DARWIN KERNEL 

6.1. Darwin Overview 
MAC OS X is an operating system for Macintosh computers 

[24, 36].  OS X is structured around Darwin, an open-source 
core. Darwin, in turn, conceptually consists of two subsystems: 
One subsystem is based on Mach version 3.0 [37], the other 
subsystem is largely based on FreeBSD 5.1 [38, 39]. Both 
Mach and FreeBSD are single-kernel-based systems. 

This paper analyzes version XNU-517 and version 
XNU-792 of Darwin. The two major components in Darwin are 
osfmk, which contains the Mach subsystem, and bsd, which 
contains the FreeBSD subsystem. Because osfmk and bsd 
preserve the kernel-based property of the Mach and FreeBSD 
operating systems, the resulting new product, Darwin, is 
dual-kernel-based. 

The two reused kernel-based components, osfmk and bsd, 
were written in the C language. Other components of Darwin 
were written in C or C++. In the remainder of this paper, the 
term module is used to refer to a source code component written 
in C or C++ (“.c” file, “.cpp” file, or “.h” file).  

The objective of this study is first to show how to apply the 
d-coupling model to analyze a multi-kernel-based software 
product and second to study the evolution of the kernel 
dependency of Darwin. This study was performed using the 
Linux cross-referencing tool, lxr, together with a source code 
analysis program written in Perl. 

6.2. Common Coupling in XNU-517 
As discussed before, the study of common coupling needs to 

incorporate the definition-use analysis of global variables, 
which makes it more complicated than function calls. Therefore, 
in this subsection, Darwin XNU-517 is used to illustrate how to 
analyze common coupling in multi-kernel-based software. First, 
global variables appearing in the osfmk kernel or the bsd 
kernel were identified. Every instance of a global variable was 
labeled as either a definition or a use of that variable. Next, 
each global variable was characterized to one of the six levels 
as defined in Section 5.  

Examples of global variables of the six levels of Section 5 
are represented graphically in Figure 12 through Figure 17. 
This graphical notation was first introduced in [13] to represent 
common coupling in single-kernel-based software. Here it is 
extended to represent common d-coupling in 
multi-kernel-based software. A solid arrow is used to represent 
a definition–use relation between modules. A unidirectional 
arrow from module M1 to module M2 means that the global 
variable is defined in M1 and used in M2. A double–headed 
arrow between module M1 and module M2 means the global 
variable is defined in M1 and M2 and used in M1 and M2. A pair 
(d, u) is used to indicate (number of definitions, number of uses) 
of a global variable within a module, and the triple (d, u, m) is 
used to indicate (number of definitions, number of uses, 
number of modules) of a variable in a component that contains 
a set of modules. 

Figure 12 shows a level-0 global variable 
halt_in_debugger in the osfmk kernel. It is defined in kernel 
module debug.c once and appears in four nonkernel modules; 
in those four modules, there are eight definitions and five uses 
of halt_in_debugger. It induces level-0 d-coupling from 
kernel module debug.c to other modules. Although debug.c is 
common coupled to other modules, it has no dependency on 
those other modules. 

Figure 13 shows a level-1 global variable nlinesw in the bsd 
kernel. It is defined in kernel module tty_conf.c once and used 
in tty.c once. nlinesw induces level-1 d-coupling from kernel 
module tty.c to kernel module tty_conf.c.  

Figure 14 shows a level-2 global variable not_in_kdp in the 
osfmk kernel. It has five uses in bsd_kern.c. It appears in five 
nonkernel modules, in which there are six definitions and 
seventeen uses. not_in_kdp induces level-2 level d-coupling 
from kernel module bsd_kern.c to nonkernel modules. It 
depends on nonkernel modules within the same component. 

 

 
Figure 12: Level-0 global variable halt_in_debugger in 

the osfmk kernel of XNU-517. 
 
 

 
Figure 13: Level-1 global variable nlinesw in the bsd 

kernel of XNU-517. 
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Figure 14: Level-2 global variable not_in_kdp in the 

osfmk kernel of XNU-517. 

Figure 15 shows a level-3 global variable debug_mode in 
the osfmk kernel. It represents the dependencies of 
kernel-based component osfmk on other components. 

 

 
Figure 15: Level-3 global variable debug_mode in the osfmk 

kernel of XNU-517. 
 

Figure 16 shows an example of a level-4 global variable 
pc_trace_cnt in the bsd kernel. Changes to osfmk nonkernel 
modules may affect bsd kernel modules. A level-4 global 
variable may induce dependencies between two kernel-based 
components: a kernel module of one kernel-based component 
may depend on a nonkernel module of another kernel-based 
component. In general, component dependencies induced by 
level-4 global variable are stronger than those induced by 
level-0 through level-3 global variables, because the 
dependency involves two kernel-based components. 
 

 
Figure 16: Level-4 global variable pc_trace_cnt in the bsd 

kernel of XNU-517. 
 

Figure 17 shows the example of level-5 global variable 
panicstr in the bsd kernel. Changes to osfmk kernel modules 
may affect bsd kernel modules. There are five definitions of 
panicstr in the osfmk kernel but none in the bsd kernel. Reuse 
of the bsd kernel may require the entire osfmk kernel to be 
reused, too, because the value of panicstr used in the bsd 
kernel is defined in the osfmk kernel. Level-5 global variables 
induce dependencies between two kernel-based components: A 
kernel module of one kernel-based component depends on a 
kernel module of another kernel-based component. In general, 
component dependencies induced by level-5 global variables 
are the strongest. Changes in kernel modules of one 
kernel-based component will result in modifications to kernel 
modules of another kernel-based component. Reuse of one 
kernel may require reuse of modules from another kernel. 

 

 
Figure 17: Level-5 global variable panicstr in the bsd kernel 

of XNU-517. 
 

The categorization of global variables into these six levels is 
associated with a specific kernel-based component. Depending 
on the kernel being considered, the same global variable may 
be assigned to different levels. For example, in Figure 17, 
global variable panicstr is categorized as level-5 with respect 
to the bsd kernel. However, if considering the osfmk kernel, 
panicstr is a level-0 global variable. 
6.3. The Evolution of Kernel Dependency of Darwin 

To study the changes of kernel dependency of Darwin with 
the evolution of the product, coupling in two versions of 
Darwin, XNU-517 and XNU-792, were compared. These two 
versions were released in November 2003 and April 2005, 
respectively, and related data are provided in Table 2 and Table 
3. From version XNU-517 to version XNU-792, the size of 
kernel (measured in KLOC) increased by 7.5 percent and the 
size of the product (measured in KLOC) increased by about 
11.4 percent. 
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Table 2. The structure of Darwin XNU-517. 
 Number of modules Size (KLOC) 

Component kernel nonkernel kernel nonkernel
osfmk 115 554 48 188 
bsd 81 770 62 351 
Others 332 94 
Total 1852 744 

 
Table 3. The structure of Darwin XNU-792. 

 Number of modules Size (KLOC) 
Component kernel nonkernel kernel nonkernel
osfmk 100 568 38 210 
bsd 90 799 80 400 
Others 377 99 
Total 1934 829 

 
The osfmk kernel and the bsd kernel were studied in two 

versions. For each kernel module, all the dependent modules 
induced by function calls and by global variables were 
identified. As illustrated in Table 1, function calls are 
associated with data coupling and stamp coupling, and global 
variables are associated with common coupling. Dependencies 
induced by function calls will make the program easier to 
understand and maintain than dependencies induced by global 
variables. Accordingly, dependencies (especially low-level 
d-coupling) induced by function calls are weaker and safer than 
dependencies (especially high-level d-coupling) induced by 
global variables. 

Table 4 shows the evolution of kernel dependencies induced 
by function calls (an instance of level-0 d-coupling clearly 
involves no dependent modules). It can be seen that majority of 
the dependent modules of the Darwin kernel belong to level 1 
or level 2; less than 10 percent of the dependent modules 
belong to levels 3 to 5. From the viewpoint of d-coupling 
induced by function calls, Darwin kernel has a weak 
dependency. 

Table 5 shows the evolution of the global variables in 
Darwin. It can be seen that, in both versions, the majority of the 
global variables in the osfmk and bsd kernels fall into level 0 
or level 1. As previously described, level-0 or level-1 
d-coupling does not affect the dependencies of the kernel as a 
whole; it is level-2, -3, -4, and -5 global variables that affect the 
dependencies of the kernel as a whole. From the viewpoint of 
d-coupling induced by global variables, the Darwin kernel is 
well structured. 

 
 
 
 
 
 
 
 
 
 

Table 4. The number of dependent modules in the Darwin 
kernels induced by function calls. 

osfmk kernel bsd kernel Level-numbe
r XNU-517 XNU-79

2 
XNU-517 XNU-79

2 
0 – – – – 
1 389 476 70 143 
2 226 593 928 1224 
3 0 0 7 36 
4 0 0 62 132 
5 0 0 0 0 

 
Table 5. The number of global variables in the Darwin kernels. 

osfmk kernel bsd kernel Level-numbe
r XNU-517 XNU-79

2 
XNU-517 XNU-79

2 
0 20 64 5 16 
1 45 27 40 69 
2 12 11 12 12 
3 1 2 0 1 
4 2 0 2 3 
5 2 1 9 3 

Total 82 105 68 104 
 

From version XNU-517 to version XNU-792, for the bsd 
kernel, the number of global variables of level 2 remained 
unchanged, the number of level-3 and level-4 global variables 
increased by 2, the number of level-5 global variables 
decreased by 6; for the osfmk kernel, the number of global 
variables of levels 2, 4, and 5 decreased; the number of level-3 
global variables increased by 1. Considering that a level-0 or 
level-1 global variable does not affect kernel maintenance, it 
can deduce that from version XNU-517 to version XNU-792, 
the number of global variables that can induce high level 
dependencies is reduced. 
 
Table 6. The number of dependent modules induced by global 

variables in Darwin kernels. 
osfmk kernel bsd kernel Level-numbe

r XNU-517 XNU-79
2 

XNU-517 XNU-79
2 

0 – – – – 
1 58 37 45 87 
2 44 35 18 14 
3 2 3 0 4 
4 1 0 22 7 
5 2 1 12 6 

 
Like Table 4 that shows the dependencies induced by 

function calls, Table 6 summarizes the dependencies induced 
by global variables. For the osfmk kernel and the bsd kernel, 
the number of dependent modules of levels 2, 4, and 5 
decreased and the number of dependent modules of level 3 
increased by 5. Again, considering that it is dependent modules 
of levels 2, 3, 4, and 5 that affect kernel dependency, Table 6 
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shows that from version XNU-517 to version XNU-792, 
Darwin has reduced the number of high-level dependent 
modules (induced by high-level global variables), which are 
potential obstacles to kernel maintenance. 

From version XNU-517 to version XNU-792, both the size 
of kernel and the size of the product increased, so it is expected 
that the dependencies of the kernel modules would also 
increase for all modules to interact and work together properly. 
Tables 4 through 6 show that, to accommodate the increase in 
kernel dependency, Darwin evolved with an increase of 
dependent modules induced by functions and low-level global 
variables, instead of high-level global variables. As previously 
mentioned, dependencies induced by global variables, 
especially high-level global variables, make maintenance more 
difficult compared to dependencies induced by function calls. 
The study shows that, from version XNU-517 to version 
XNU-792, Darwin has been restructured with a lowering of the 
number of high-level dependent modules and the number of 
high-level global variables through which the dependencies are 
induced. 
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